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Abstract There has been an increasing recognition that a number of key computational
problems require distributed solution techniques. To facilitate the creation and advancement of these techniques, researchers have developed the distributed constraint satisfaction
and optimization (DCSP/DCOP) formalisms with the understanding that many critical realworld problems can be represented using them. Subsequently, these formalisms have led to
the creation of numerous protocols where most ignore a critical feature of the problems they
are designed to solve: the problems change over time.
Dynamic variations of the DCSP and DCOP formalisms were invented to address this
deficiency, but these models have received inadequate attention from the research community. A key impediment to advancing this research area is the lack of a compelling theoretical underpinning to the analysis of these problems and the evaluation of the protocols used
to solve them. This work creates a mapping of the DynDCSP and DynDCOP formalisms
onto thermodynamic systems. Under this mapping, it shows that these problems obey the
three laws of thermodynamics. Utilizing these laws, this work develops, for the first time, a
method for characterizing the impact that dynamics has on a distributed problem as well as
a technique for predicting the expected performance of distributed protocols under various
levels of dynamics. 1
Keywords Dynamics · Constraint Satisfaction · Thermodynamics

1 Introduction
Our world is in constant flux. Yet despite this universally accepted truth, most algorithms
and protocols are designed with the assumption that problems do not change during the
computation of a solution. In many circumstances this assumption is entirely justifiable because either the problem never changes or changes at such a slow rate that a solution can
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be recomputed each time an alteration occurs without significant degradation of overall performance. However, as the size and difficulty of the real-world problems we design systems
to manage has increased, this assumption has become more difficult to justify. Nowhere is
this more true than for large-scale, rapidly-changing, naturally distributed problems where
protocol speed is frequently outpaced by the rate that the problem is being modified.
Although this important class of problems appears in countless multi-agent and multirobotics papers, approaches to addressing it have been mostly ad-hoc. This is partly caused
by the lack of a standardized formulation to develop and evaluate techniques against. Building upon the readily accepted distributed constraint satisfaction problem (DCSP) and with
the goal of explicitly modeling time in the formulation, Mailler introduced a model of the
dynamic, distributed constraint satisfaction problem (DynDCSP) [2]. Although this work
provided a standard formulation to work from, it was only just a beginning because it did
little to expand our understanding of protocol construction or even to explain the underlying
causes for the performance of the protocols that were presented.
This work makes substantial progress toward understanding the properties of dynamic
constraint systems and our ability to analyze and construct protocols that are designed to
maintain solution quality as these systems change over time. First, we model DynDCSPs and
their optimization-focused siblings DynDCOPs as closed thermodynamic systems where
solution quality is equivalent to the energy. By showing that the environment’s influence is
analogous to applying heat to the system, we then show that the second law of thermodynamics can be used to reliably predict the convergence point and the rate of convergence for
systems operating in the absence of a problem solver. Additionally, we show that DynDCSPs and DynDCOPs obey the third law of thermodynamics, and as a result have solution
sets that rapidly decrease in size as the system moves away from the convergence point.
Finally, using the first law of thermodynamics, we show how heat and work are combined
together, and compute the quality equilibrium point of the dynamic problem. By modeling
the action of a protocol as work, we present a method for profiling a protocol in the absence
of environmental dynamics to measure the work per unit time it performs. Finally, we show
that the equilibrium point is statistically stable.
Leveraging this analytical work, this article then shows an application of this technique
to a distributed sensor network (DSN) domain. In this problem, which is modeled as a DynDCOP, agents must coordinate with one another to assign three sensors to track each of the
targets. When more than one target is assigned to a sensor, the agents are penalized. The
goal is to minimize this penalty. The problem is dynamic because the targets are in constant
motion, which changes the set of sensors that can track them. This work shows that in the
absence of a problem solver, the convergence rate and point for the domain can be experimentally determined. It then shows that by using static analysis the behavior of both DSA
and DBA can predicted at various levels of dynamics.
In the rest of this article, we will present the formal model of dynamic distributed constraint satisfaction and optimization problems along with some research background in this
area. In Section 3 we give some background on the connection between statistical physics
and constraint satisfaction and present a mapping of DynCSPs and DynCOPs to thermodynamic systems. Section 4 shows that these problems obey the second law of thermodynamics, which can be used to predict their most likely state in the presence of environmental
dynamics. Section 5 shows that the third law of thermodynamics also applies to them. This
law helps us to the understand how the solution state changes as we move further from the
convergence point. In Section 6, we show that the first law of thermodynamics can be used
to predict the performance of a distributed protocol operating in a dynamic environment.
Then, in Section 7, we present the DSN domain, the empirical analysis of this domain, the
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static analysis of DSA and DBA, and finally show that these can be combined into a predictive model. In Section 8 we present our conclusions and future directions. Because a large
number of variables are used in our analysis, Table 7 is included on page 28 at the end of
this article as a reference for each variable we use in our analysis, in order of appearance.

2 Definitions and Background
Formally speaking, a static DCSP, P = hV, A, D, Ci, consists of the following [3]:
–
–
–
–

A set of n variables: V = {v1 , . . . , vn }.
A set of g agents: A = {a1 , . . . , ag }.
Discrete, finite domains for each variable: D = {D1 , . . . , Dn }.
A set of m constraints C = {c1 , . . . , cm }, where each ci (di,1 , . . . , di, ji ) is a function
ci : Di,1 × · · · × Di, ji → {true, f alse}, so that effectively, constraints take in values for
the variables and return true if the constraint is satisfied.

The task is to find an assignment S ∗ = {d1 , . . . , dn |di ∈ Di } that is free of constraint
violations or report that no such solution exists. Each agent in the set A is assigned one or
more variables along with constraints associated with its variables. The goal of each agent,
from a local perspective, is to ensure that it gets a violation free solution for its variables.
Based on this definition, we can see that DCSPs are parameterized based on the values
of n, m, g, and the distribution of ji values. For convenience’s sake, this paper considers only
binary constraints, so that ji = 2 for each ci . This restriction does not limit the usefulness of
the results, because n-ary constraints can be easily converted to binary constraints for any
given problem [4]. Additionally, in all experimentation done in this work, g = n, so that each
agent was assigned exactly one variable.
DCSP instances with binary constraints are also frequently classified based on their
density and tightness. The density, p1 , of a DCSP is the ratio of the number of constraints
2∗m
to possible number of constraints (i.e. p1 = n∗(n−1)
). The tightness, p2 , is the ratio of the
number of assignments in a constraint that return f alse to the total number of assignments.
Static DCOPs are described in nearly the same way as static DCSPs, with one crucial
difference— constraints are evaluated by cost functions, typically over a finite range of
natural numbers, so that ci : Di,1 × · · · × Di, j → {i|i ∈ N ∧ 0 ≤ i ≤ ci,max }. This means that
DCOPs may be understood as a generalization of DCSPs, where a DCSP is a DCOP for
which all vi have ci,max = 1.2 This also means that while we can still talk about tightness
p2 in terms on the proportion of constraint evaluations with a non-zero cost, the average
constraint cost hci i is typically more meaningful as an indicator of problem difficulty.
Finally, though the distribution of constraint cost values may vary widely, we only focus
on uniform distributions here, since these are usually considered standard, and it simplifies
our discussion. We make the further simplification that constraints in randomly generated
DCOPs will have identically distributed cost functions (in the same way as DCSPs), and
simply use hci i to denote the expected cost of any given constraint configuration. However,
this assumption does not affect the generality of our results, since otherwise hci i can be
understood as the secondary expectation hhci ii.
Since its creation, the DCSP formalisms have been at the center of research in distributed problem solving. As such, it has spawned the creation of protocols including the
2 Generally a distinction is drawn between CSPs and Max-CSPs, where the goal of the latter is to minimize
constraint violations rather than find a complete solution. This distinction does not strongly affect our results
in this paper, so we do not address it specifically here.
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distributed breakout algorithm (DBA), [5], asynchronous backtracking (ABT) [3], the distributed stochastic algorithm (DSA) [6], and asynchronous partial overlay (APO) [7]. While
hill-climbing algorithms such as DSA and DBA are typically straightforward to apply to
DCOPs as well, other algorithms must often have an alternate version specifically for the
domain, such as APO’s equivalent, OptAPO [8].
These formalisms and all of the algorithms that have been created for solving them share
one common property: they describe and are intended to solve static problems. For some
domains, this limitation does not significantly detract from the usefulness of the definitions.
However, many practical uses for distributed protocols involve environments that change
over time. These include distributed resource allocation [9], distributed scheduling [10], and
distributed planning [11].
Strangely, research on dynamic DCSPs and DCOPs is fairly sparse. Formally, we define a dynamic DCSP or DCOP (DynDCSP or DynDCOP respectively) as a sequence of
problems {P0 , P1 , . . . , Pn } where each Pi is a static problem as defined above [12]. If we define cai as a set of added constraints and cri as a set of removed constraints functions, then
Pi = Pi−1 + cai − cri [13].
The centralized techniques that have been developed for solving these problems fall into
two categories: reactive and proactive [13]. Reactive methods make no assumptions about
how a problem is going to change from one instance to the next. Instead they use either local
modifications or prior knowledge to repair an existing solution. Proactive methods, on the
other hand, attempt to build robust or flexible solutions that have a high probability of either
remaining consistent or being easily altered if the problem changes. An excellent review of
this field of research can be found in the work of Verfaille and Jussien [13].
The protocols that have been designed for dynamic constraint problems have largely
all been reactive. For example, in the work of Modi et al. [14], the authors present a novel
algorithm for DynDCSPs called Locally Dynamic AWC (LD-AWC) that is both complete
and sound given that only non-shared (unary) constraints change. Fitzpatrick and Meertens
present an incomplete, hill-climbing method for solving dynamically changing graph coloring problems [15] that strongly resembles the distributed stochastic algorithm (DSA) [6].
Dynamic versions of the DBA, AWC, and APO protocols have also been created [2, 16].
A wide range of different efforts has been made in recent years to better address problem
dynamism. Petcu and Faltings have done work on solution self-stabilization against small
problem changes [17], while Lass et al. have proposed the use of protocol adapters, which
re-tune protocol parameters in response to problem changes [18]. In a similar way, Zivan
et al. have explored the use of heterogeneous agent groups, improving flexibility in various
situations by applying different protocols to different problem sub-tasks (i.e., exploration or
exploitation of the problem search space) [19]. Hoang et al. recently developed a variation on
DynDCOP, PD-DCOP, which allows agents to account for problem dynamism directly, by
using a secondary class of ”random” variables with known random distributions to represent
problem dynamism [20].
Although these dynamic formalisms are one step closer to describing computational
systems that operate ”in the wild”, they fail to fully address the relationship between changes
to the problem and real-time. Specifically, these formulations generally assume that there is
sufficient time between each change to compute a new solution, ignoring the rate of change
(as related to real-time) between problem instances.
In response to this deficiency, Mailler modified the basic definition of dynamic constraint
problems by introducing a function ∆ : Pt 7→ Pt+1 that maps a problem at time t to a new
problem at t + 1 by adding and removing constraints [2]. With the ∆ function in place, we
can then begin to measure the amount of change a problem experiences over unit time by
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counting the number of constraints that are added and removed. In other words, the rate of
change of a problem is defined as

rate =

Pt+∆t − Pt
dP
= lim
∆t→0
dt
∆t

(1)

Using the expressions cai and cri defined above for added and removed constraints, the
rate of change in a DynDCSP or DynDCOP over a time period ∆t may also then be written
discretely as

rate =

1 t+∆t |cai | + |cri |
∆t ∑
2
i=t

(2)

By relating the change of a problem to time in this manner, this work recognized that a
problem may change before an algorithm is able to generate a full solution. It also means that
for dynamic problems, instantaneous quality becomes related to the number of constraints
that are currently satisfied, making them more akin to a maximum satisfiability problem.
Because of this, one should realize that as dP
dt increases, more reactive and potentially less
optimal problem solvers may actually be better.
Some recent work has acknowledged this issue, for example the work of Lass or Zivan
[18, 19]. However, in general these approaches have been ad-hoc in nature, and there is not
yet a thorough understanding in the literature of how this issue should best be addressed.
Some other alternative problem formulations used to model dynamic constraint problems in the past do bear brief discussion. One such model, DyDisCSP, was proposed by
Silaghi et al. to model generalized English auctions [21]. The DyDisCSP model is based
on the class of Valued CSPs (similar to DCOPs), but also adds built-in agent negotiation
features, including the ability for agents to monotonically relax the costs of their constraints
during the negotiation process. This model could feasibly be mapped to a DynDCOP as
presented here, with the addition of secondary variables that represent the agents’ own valuation of their constraints. However, it is worth noting that in such a mapping, an agent’s
actions actually drive the dynamism of the problem itself– because agents’ cost changes are
monotonic, they cannot return to past valuations, and changing the cost valuation reduces the
domain size of that variable. In a similar way, Zivan’s work proposes a variation on DCOPs,
ADeLE DCOP, in which the agents’ domains and constraints both change in response to the
currently selected variable value [19]. Problems that change in response to agent actions can
be considered a special case of those addressed in this article, but they lie well beyond our
current scope.
Another work by Silaghi et al. [22] made use of a different formulation, called DisCSP,
to model problems where agents, variables, and constraints are all added and removed from
the problem dynamically during the solution process. The addition and removal of constraints is modeled in our DynDCSP formulation explicitly, and none of the work done here
is dependent on the distribution of problem variables among the different agents. However,
we do not model the addition and removal of variables, and since the authors specify that
the added variables are not known in advance, there is no exact mapping to our DynDCOP
model. However, in practice, variables that may be added in the future can simply be represented initially as ”inactive” variables which possess no constraints.

6

Roger Mailler et al.

Fig. 1 Phase transition results for n = 100 and p2 = 0.33

3 Dynamic Constraint Problems as Thermodynamic Systems
There has been an increasing amount of evidence that supports a strong analogy between
NP-complete problems and disordered systems in physics. The earliest recognition that this
connection may exist can be found in the work of Kirkpatrick, Gelatt, and Vecchi [23]. By
modeling a traveling salesman problem (TSP) as a set of atoms at equilibrium, they were
able to apply what was then known as the Metropolis algorithm [24] to modify the temperature to arrive at good solutions. We now refer to this technique as simulated annealing.
Since then, the connection between computational problems and statistical physics has
only gotten stronger. For example, Mezard and Parisi used advances in spin-glass theory to
provide analytical results for the weighted matching problem [25] and later for TSP [26].
They were able to show that randomly generated problems undergo a phase transition as
the ratio of nodes to edges is varied. Following up on this work, Monasson and Zecchina
were able to apply the same basic modeling techniques to relate an order parameter α =
m
n to the number of satisfying solutions for the well-known NP complete problem, Ksatisfiability [27, 28]. Their pioneering work led to the recognition that problems within
the phase transition exhibit backbone variables. These variables are critically important because they only have one allowable value in all possible solutions to the problem. From
the computational perspective this means that the difficulty of computing a solution to an
NP-complete problem is strongly associated with the phase transition [29].
Fig. 1 shows the results of a phase transition analysis conducted on random CSP problems with n = 100 variables, a domain size of 3, and a tightness of p2 = 0.33. Each data
point represents an average over 10,000 separate graph instances. As can be seen in this
graph, the problems rapidly go from being satisfiable to unsatisfiable over a very small
density range. At the same time, the number of constraint checks performed by a Forward
Checking-Conflict Directing Backjumping algorithm [30] reaches its peak at the 50% satisfiable/unsatisfiable point. Throughout this work we use graphs with these settings and have
chosen three density values that create satisfiable (p1 = 0.02), phase-transition (p1 = 0.035),
and unsatisfiable (p1 = 0.055) instances.
Unlike CSPs, COPs only exhibit a gradual phase transition. Fig. 2 shows the results of
a tests conducted on COPs problems with n = 30 variables, a domain size of 3, and for
each constraint a hci i = 5. Each data point represents an average of 1,000 separate graph instances. The optimal cost of the solutions to these problems steadily increases as the density
of the problem increases. The number of constrained checks needed by a Forward Checking
constraint optimizer, on the other hand, increases exponentially with density, as the search
space becomes more difficult to prune.
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Fig. 2 Solution costs of COPs with n = 30 and hci = 5

With such a strong analogy between static CSPs and statistical physics, the connection
between DynDCSPs and thermodynamics certainly seems plausible. For DynDCOPs, the
connection is less obvious. As this work shows, the change in cost structure between these
two types of problems does not impact the association.
Following the approach of Zdeborova and Krzakala [31], we can map a constraint problem into a spin model where each variable vi maps to an equivalent spin, si . We can say that,
based on the domain of vi , that si can only be in one of q = |Di | different quantum states.
If we continue to consider only binary constraints, each with a cost of 1 (for simplicity)
when unsatisfied, then under this mapping we can use the cost function for each constraint,
ck (di , d j ) 7→ {0 (true), 1 ( f alse)} to write an expression for the Hamiltonian of the DCSP:
H (S ) =

∑ ck (di , d j ) = E

(3)

ck ∈C

In statistical physics, the Hamiltonian is a measure of the energy of the system; in our
DCSP mapping, it measures the number of constraints that are violated by having the variables in the state S . Under this definition, the energy can become zero if and only if the
problem is satisfiable.
This same expression for H can also be used for DCOPs, but constraint costs are now
interpreted ck (di , d j ) 7→ {i|i ∈ N ∧ 0 ≤ i ≤ ci,max }, and the system energy maps in a broader
way to the cumulative cost of all constraints currently violated under S . For a DCOP, the
energy is zero if and only if an optimal solution exists with each ck = 0, and the system
has been completely optimized. Thus, for our purposes, the energy of a problem is exactly
equivalent to either the number of constraint violations in a DCSP, or the aggregate cost of
all constraints in a DCOP, and we use these terms interchangeably moving forward.
In both physical systems and constraint problems, there will often be a large number
of states which correspond to the same amount of energy E. Statistical thermodynamics
sometimes makes use of a unitless function Ω (E) (typically just denoted Ω ) to represent
the number of microstates for a given energy level, so we use the same symbol to denote the
number of variable configurations with a given energy in a DCSP/DCOP. This also provides
an expression for the entropy of the system, S = k ln Ω , where k is some constant that rescales
Ω and provides a unit for entropy. Information theory uses bits as its unit, while in physics
the standard unit is joules/kelvin; however, the value of k and the relevant unit of entropy
are not relevant to our purposes here.
Using this mapping, we can actually model DynDCSP/DynDCOPs as thermodynamic
systems, which provides us with an understanding of a number of useful characteristics.
One initial use of this, for example, can characterize the behavior of dynamic systems in the
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absence of a solver. To begin, one must recognize that environmental dynamics, by adding
and removing constraints, is equivalent to adding and removing heat from the problem.
These changes may subsequently result in a shift to the energy (solution quality) and entropy
(number of solutions with a given energy) of the system. In the limited case where the heat
being added and removed are equal, the entropy of the system remains stationary, while the
energy level may still change. Because of this, we can show that as long as a problem is only
being modified via constraint alterations or replacements, its energy will always converge to
a predictable value.
4 Second Law of Thermodynamics
In this section, we explore how the second law of thermodynamics allows us to characterize
the solution space of a dynamic constraint problem based on a few measurable features.
We begin by developing a proof for our claim that a problem’s energy (i.e., its aggregate
constraint cost) will always converge predictably when constraints are added and removed
at the same rate. In fact, the proof of this is nearly given for us by Boltzmann’s famous Htheorem [32]. Let us say that at any given time, a problem can be in one of many states. We
can label one of these states as r and say the prior probability of finding the system in state r
at any given time is Pr . The value of Pr is affected by two things: either a system in state r can
transition to state s or a system in state s, with prior probability Ps can transition to state r.
The H-theorem shows that as long as the probability of transitioning from state r to state s is
equal to the probability of transitioning from state s to state r then the system will statistically
converge onto the state with the highest prior probability. In other words, if constraints are
changing and the probabilities of adding and removing an individual constraint are the same,
then the system will converge onto its most likely state.
Boltzmann proved this convergence by introducing a quantity H ≡ ln Pr = ∑r Pr ln Pr , and
showing that dH
dt ≤ 0. Later, Gibbs showed that entropy could be defined as S = −KB ∑r Pr ln Pr ,
where KB is Boltzmann’s constant. This, of course, means that S ∝ −H, so that if the Htheorem holds for a system (as it does for our case in the absence of a proper solver), then
dS
dH
dt ≤ 0, so that dt ≥ 0 is also true. This is the second law of thermodynamics:
Definition 1 Second Law of Thermodynamics - The entropy of an isolated system can
never spontaneously decrease [32].
For binary DynDCSPs, the expectation of the energy E, which represents the most likely
state of the system, can be calculated using the linearity of expectation and the definition of
tightness:
*
hEi =

+

∑ ck (di , d j )

ck ∈C

=

∑ hck (di , d j )i

ck ∈C

=

∑

p2 = mp2

(4)

ck ∈C

Intuitively, this result makes sense because the energy of the system is strictly associated
with the number of constraints and the prior probability that an individual constraint is violated, which is the definition of p2 . The same result holds still more trivially for DynDCOPs,
with the more general expression:
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Fig. 3 Energy distribution for a DCSP with n = 100, p1 = 0.035, and p2 = 0.33

hEi =

∑ hck (di , d j )i

ck ∈C

=

∑ hci = mhci

(5)

ck ∈C

To demonstrate that the H-theorem empirically holds and that the calculation for the expectation of energy is correct, we conducted 10,000 experiments each of 5,000 steps where
we generated a random DCSP with n = 100 variables, p1 = 0.035, and p2 = 0.33. After
generating the problem, we computed two assignments for the variables using a simple hillclimbing algorithm. The first assignment attempted to put the problem in a ground state, i.e.
solve the problem. The other assignment attempted to generate an anti-solution by maximizing the energy level. With these assignments in hand, at each time step of the simulation,
we perturbed the problem by removing an existing constraint and replacing it with a new
one. We then calculated the new energy of both assignments. We recorded the occurrences
of each energy level after each perturbation to produce an aggregate histogram depicting
the total occurrences of each energy level, then averaged the histogram values together and
divided by the total number of possible states to produce a graph depicting the likelihood on
average of each energy level.
As a numeric example, suppose that at the start of an experiment, a random DCSP is
generated with n = 100, p1 = 0.035, and p2 = 0.33. With random variable assignments, the
problem’s energy is initially E = 65. Then, the hill-climbing algorithm is used to generate a
solution with near-minimum energy E = 7, and an anti-solution with near-maximum energy
E = 113. The problem is perturbed by replacing one constraint, so that the same variable
assignments from the solution and anti-solution now result in E = 9 and E = 112, respectively, and these values are recorded. Another perturbation step is performed, resulting in
E = 8 and E = 110, then after another, E = 10 and E = 111. A total of 5,000 perturbations
occur, and the results are aggregated a total histogram of energy occurrences for the problem. After performing experiments with 10,000 random problems, all the histogram values
generated for each energy level are averaged together to produce an average histogram.
Fig. 3 shows the results of this experiment. For a problem with 100 variables and a
density of 0.035, there will be 173 constraints. With a p2 = 0.33 we would expect the system
to statistically converge to a mean energy of mp2 = 173 ∗ 0.33 = 57. These results clearly
show that the distribution has a most likely value of 57 as the theory predicts. We repeated
the testing for random DCOPs under the same parameters, with costs in the range [0, 10].
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With 173 constraints and hci, we would expect to see a mean energy of mhci = 173∗5 = 865,
and, indeed, this is precisely what we see in Fig.4.
Knowing the system convergence point is important, but it is probably more important
to be able to calculate the rate of convergence. In thermodynamics, this is measured as the
expected change in energy per unit time or h∆∆tEi .
We begin by assessing how this rate can be calculated for DCSPs. To simplify the analysis, let ∆t = 1, so that during a single time step one constraint is selected and replaced with
a new constraint. This implies that the energy can change by at most 1 during each time
step. Let’s also define P+ to be the probability that the energy level increases, P− to be the
probability that it decreases, and P0 to be the probability that it remains unchanged. This
gives us
h∆ Ei
= h∆ Ei = 1 ∗ P+ + 0 ∗ P0 + (−1) ∗ P−
∆t

(6)

Since it is unimportant to consider the value of P0 because it does not impact the expected change in energy, let us consider P+ and P− . P+ is the probability of selecting a
currently satisfied constraint and replacing it with one that is not satisfied. Well, the probability of selecting a satisfied constraint is just the ratio of current satisfied constraints to
total number of constraints. Also, the probability of randomly generating an unsatisfied constraints is given by p2 therefore:
P+ =

m − hEi
∗ p2
m

(7)

Similarly P− is the probability of selecting a currently violated constraint and replacing
it with one that is satisfied:
hEi
∗ (1 − p2 )
(8)
m
By substituting Equations 7 and 8 into Equation 6 and converting it to a differential
equation we get
P− =

dE
m−E
E
E
=
p2 − (1 − p2 ) = p2 −
dt
m
m
m
This differential equation has a closed form solution of
t

E = (E0 − mp2 )e− m + mp2

Fig. 4 Energy distribution for a DCOP with n = 100, p1 = 0.035, and hci = 5

(9)

(10)
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(b) DCOP

Fig. 5 Change rate of energy relative to current energy

As it turns out, this formula has an identical structure to the solution of Newton’s cooling
law, and it can actually be used to predict the change in the energy level of a DynDCSP over
time or, in essence, to quantify the expected impact that the environment has on a problem.
This same form is easily produced considering DCOPs as well. Intuitively, we would
expect that we would have the same expression as (10), but with p2 replaced with the expectation value of constraint cost hci i. To show that this is true, we begin by noting that, after
one constraint replacement, we can expect the energy of the system to change, on average,
by the difference between the expected constraint cost hci i and the average constraint cost
E
of the system given the current energy, m
:
dE
h∆ Ei
E
=
= hci i −
(11)
dt
∆t
m
The closed form solution of this expression turns out to be the following expression,
which also takes the same form as Equation 10, and turns out to be just as useful as its
DCSP counterpart:
t

E = (E0 − mhci i)e− m + mhci i

(12)

To empirically validate these theoretical results, we conducted the same experiments as
described above, but this time measured the change in energy per unit time in relation to the
energy level. Fig. 5 shows the results of this experiment. The grey line shows the measured
average change in energy in each case, while the dotted black line shows dE
dt as predicted
by Equations 9 and 11. The matches are a perfect fit. Note that both lines cross the origin
at precisely E = mp2 = 57 in the DCSP case, and that for values of energy less than 57,
the energy is expected to increase, while the opposite is true for values greater than 57.
Similarly, for the DCOP, the empirical line crosses at exactly E = 865, while the theoretical
line crosses for E = mhci i = 866.25 From these results it appears that our model predicts
the expected behavior of DynDCSPs and DynDCOPs with extreme accuracy.

5 Third Law of Thermodynamics
The H-theorem and its relationship to entropy tell us quite a bit about the solution space for
constraint problems. When a DynDCSP or DynDCOP is not in its most likely state, with an
energy of mp2 or mhci i respectively, we know from the H-theorem that dH
dt ≤ 0, and given
dS
dS
the relationship between dH
and
,
we
can
further
assume
that
≥
0.
Since
we know that
dt
dt
dt
S represents the number of systems states that share the current system energy E, this tells
us that as we move further from the most likely state that S is monotonically decreasing and
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the number of states shrinks, as we might expect. Further, S must reach its lowest value as it
approaches an energy of either 0 or m. While this gives us a broad understanding of how the
solution space contracts as E changes from hEi, it tells us little about how fast this occurs.
This is provided by the Third Law of Thermodynamics.
Definition 2 Third Law of Thermodynamics - In the limit as the absolute temperature
tends to zero the entropy also tends to zero [32].
To show that the Third Law holds, we must first provide an estimate for the function Ω .
Based on the principle of equal a priori probabilities, we can say that P(E) = ξ Ω , where
ξ is some constant that is not associated with the energy of the system. For DynDCSPs the
probability of exactly E constraints being violated is given by the binomial distribution:
P(E) =

 
m E
p (1 − p2 )m−E ∝ Ω
E 2

(13)

This function is the number of ways to choose E constraints out of m, times the probability of having exactly E out of m constraints violated. Similarly, for DynDCOPs, we can
derive an expression for the probability of an aggregate system constraint cost E, as long as
costs are distributed uniformly, using an expression for the distribution of the sum of discrete
uniform variables, as given in [33]:


bE/(ci,max +1)c
p
Γ
(m
+
E
−
p(c
+
1))
(−1)
m
i,max

∝Ω
P(E) =
∑
(ci,max + 1)m
Γ (p + 1)Γ (m − p + 1)Γ (E − p(ci,max + 1) + 1)
p=0
(14)
To verify these results, we ran a series of tests in which we generated random DCSP
and DCOP problem instances, and measured the energy for each variable configuration enumeratively. In each case, we averaged 100 trials, with the number of constraints equal to the
, and a number of unsatisfied configurations for each constraint
nearest integer to p1 N(N−1)
2
equal to the nearest integer to p2 |Di |. In each case, the problem parameters were, except
where varied, N = 10, |Di | = 3, p1 = 0.33, and p2 = 0.33 (or hci i = 2.5). When problem
size was varied, density was varied accordingly to hold the degree of the problem constant,
with the values {N = 10, p1 = 0.33}, {N = 15, p1 = 0.2121}, {N = 20, p1 = 0.1563}. The
results, visualized in Fig. 6 and Fig. 7, show that both of these expressions are quite accurate, even as these parameters vary, and verify again that the most likely state lies at mp2 for
DCSPs and mhci i for DCOPs.
Given these results, we next make use of the classical definition for thermodynamic
temperature, which is
1
∂ ln Ω
=β =
kT
∂E

(15)

In this equation, it is important to note that temperature T is similar to S, as it is unitless, based on the number of potential states of the system, and is given its units by the
constant k. Moreover, since this quantity corresponds to thermodynamic temperature, we
actually expect to see asymptotically negative temperatures at energies above the expected
energy mp2 , and asymptotically positive temperatures below it. This makes sense intuitively
somewhat, since this is the state we expect to have the most entropy as well. We introduced
the variable β as a convenience as it should be understood that T1 ∝ β . Since we know that
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(a)

(b)

(c)

(d)

Fig. 6 Empirical versus predicted state probability for DCSPs, varying problem size, density, tightness, and
domain size.

(a)

(b)

(c)

(d)

Fig. 7 Empirical versus predicted state probability for DCOPs, varying problem size, density, constraint cost,
and domain size.
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(a) DCSP

(b) DCOP

Fig. 8 Relationship between β and the scaled temperature kT, for problems with n = 100, p1 = 0.035, and
k = 1. For the DynDCSP chart, p2 = 0.33, while for DynDCOP, hci i = 5.

the energy level in DynDCSPs take on integer values, we can estimate the value of β by
measuring β (E) ≈ ln Ω (E) − ln Ω (E − 1). Substitution of our estimate of Ω gives us:
 




m E
m
m−E+1
p2 (1 − p2 )m−E − ln
pE−1
(1
−
p
)
2
E
E −1 2

m E
p2 (1 − p2 )m−E
= ln m E E−1
(1 − p2 )m−E+1
E−1 p2


m!
(E − 1)!(m − E + 1)!
p2
= ln
·
·
E!(m − E)!
m!
1 − p2




m+1
p2
= ln
− 1 + ln
E
1 − p2

β (E) ≈ ln

(16)

So, as T → 0, we would expect that β (E) → ∞ while E → 0. We also know from the second
law that as E → 0, which is the furthest value for E less than mp2 , that S → 0. Therefore as
T → 0, S → 0. So, the Third Law holds under our mapping.
A continuous form for β also exists, using the real-numbered definition of the binomial
coefficient, with gamma and digamma functions. This expression is useful when analyzing
average energy profiles over many individual problem solutions, where the average system
energy is not always an integer. For a DynDCSP, this looks like:
 

m E
∂
m−E
p (1 − p2 )
β (E) =
ln
E 2
∂E


∂
Γ (m + 1)
=
ln
pE2 (1 − p2 )m−E
∂E
Γ (E + 1)Γ (m − E + 1)


p2
= ln
+ ψ(1 + m − E) − ψ(1 + E)
1 − p2

(17)

This expression for β is visualized in Fig. 8(a), along with the scaled temperature value
kT , for 0 ≤ E ≤ m. We note that this expresion does take the exact shape we would expect,
with β approaching infinity as E approaches 0, and negative infinity as E approaches m. For
E less than mp2 , temperature is positive, and approaches infinity as the system approaches
that value. For E above mp2 , temperature is negative, and approaches negative infinity approaching from the other direction.
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For DynDCOPs, we can use similar logic as before to derive an approximation for β (E),
though due to the complexity of Equation 14 this is necessarily much more elaborate. If we
again take β (E) ≈ ln Ω (E) − ln Ω (E − 1), this process gives us:




bE/(ci,max +1)c
p
Γ
(m
+
E
−
p(c
+
1))(−1)
m
i,max
 −

β (E) ≈ ln 
∑
(ci,max + 1)m
Γ (p + 1)Γ (m − p + 1)Γ (E − p(ci,max + 1) + 1)
p=0



b(E−1)/(ci,max +1)c
p
Γ
(m
+
E
−
p(c
+
1)
−
1)(−1)
m
i,max


ln 
∑
(ci,max + 1)m
Γ (p + 1)Γ (m − p + 1)Γ (E − p(ci,max + 1))
p=0


bE/(ci,max +1)c
Γ (m+E−p(ci,max +1))(−1) p
∑
Γ (p+1)Γ (m−p+1)Γ (E−p(ci,max +1)+1) 
 p=0
= ln 

b(E−1)/(ci,max +1)c Γ (m+E−p(ci,max +1)−1)(−1) p
∑ p=0
Γ (p+1)Γ (m−p+1)Γ (E−p(ci,max +1))


bE/(ci,max +1)c m+E−p(ci,max +1)−1
Γ (m+E−p(ci,max +1)−1)(−1) p
·
∑
E−p(ci,max +1)
Γ (p+1)Γ (m−p+1)Γ (E−p(ci,max +1)) 
 p=0
= ln 
(18)

b(E−1)/(ci,max +1)c Γ (m+E−p(ci,max +1)−1)(−1) p
∑ p=0
Γ (p+1)Γ (m−p+1)Γ (E−p(ci,max +1))
We visualize this expression for β in Fig. 8(b), along with the corresponding kT . As
before, this takes the same shape we would expect, with β approaching infinity and negative
infinity near 0 and mci,max , respectively, and kT approaching positive or negative infinity
as energy approaches mhci i from either direction. Because of the complexity of P(E) for
DynDCOPs, deriving a continuous form for β is non-trivial, so we set this task aside for
future work.

6 First Law of Thermodynamics
For any algorithmic analysis to be of practical significance, it must ultimately be able to
provide some insight into algorithm performance. Fortunately, the First Law of Thermodynamics provides substantial groundwork to predict the performance of a protocol, by characterizing the effect that both it and its environment will have on the problem state. The First
Law of Thermodynamics states:
Definition 3 First Law of Thermodynamics - The change in internal energy of a system
is the difference between the net heat absorbed by the system from its surroundings and the
net work done by the system on its surroundings [32].
This law can be directly translated into the famous equation ∆ E = δ Q − δW , where δ Q
is the heat being applied to the system, and δW is the work done by or on the system. For
our purposes, this law is important because it can be used to predict the energy equilibrium
point of a system, by determining the value of E at which ∆ E = 0, or, in other words, when
δ Q = δW .
Under our mapping, heat applied to the system corresponds to the replacement of problem constraints over time. Thus, we have already shown that using the mapping we can
calculate the value of δ Q, which, in the absence of a solver, we measured as dE
dt , and which
converges to 0 as E → mp2 or E → mhci i. Recall from Section 4 that for DynDCSPs
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(a) DCSP

(b) DCOP

Fig. 9 Convergence profile of DBA for n = 100, p1 = 0.035, and p2 = 0.33

dEQ
E
mp2 − E
= p2 − =
dt
m
m

(19)

dEQ
E
mhci i − E
= hci i − =
dt
m
m

(20)

δQ =
While for DynDCOPs
δQ =

What remains to be shown is that we can calculate δW . This knowledge would allow
us to predict the change in energy of a sytem, show that it converges to an equilibrium,
and determine that equilibrium point. Let us first assume that the First Law does apply
to DynDCSPs and DynDCOPs. Under this assumption, if a problem remains static with
δ Q = 0, then the energy profile created while solving this static instance must be a direct
measure of the work being done by a solver. So, by running a solver on static problem
instances and measuring the rate of change in the energy, we can actually measure δW ,
allowing us to create a function to predict the energy of the system at time t. Let’s suppose
that this function looks similar to the cooling function and takes the form
t

EW = B + Ne− A , 0 < B < mp2 , 0 < N, 1 < A

(21)

However, we are interested in the change in energy given the current energy, which is
given by a function with a familiar form:
dEW
B−E
=
dt
A

(22)

The idea of fitting a profile of energy convergence to an exponential function is certainly
reasonable if one considers that distributed solution protocols work in parallel. This leads
us to expect that the number of constraints corrected per unit time is expected to be directly
proportional to the number of current violations. To validate this notion, we ran a series
of tests to measure the average change in energy over time, for two distributed protocols
working on randomly-generated, static problem instances. For the study, we used adapted
versions of the well-known algorithms DSA [6, 15] and DBA [5]. We ran 50 tests with each
protocol, on problems with 100 variables, p1 = {0.02, 0.035, 0.055}, and p2 = 0.33. Again,
these density values were chosen because they are expected to lie within the three regions
of the phase transition for problems of size n = 100.
Fig. 9 shows the average energy profile for DBA operating on problems of p1 = 0.035.
Using Mathematica [34], we produced an extremely close fit using the function EW = 8.81+
t
79.3e− 2.49 . Testing with DynDCOPs produced similar results, with a fit equation of EW =
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Convergence rate (A)
Convergence point (B)

p1 = 0.02
DSA DBA
2.98
1.93
0.43
2.55

p1 = 0.035
DSA DBA
4.21
2.49
3.25
8.81
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p1 = 0.055
DSA
DBA
5.43
3.21
13.08
23.37

Table 1 DSA and DBA profile fits for 100 variable DynDCSP problems of various densities.

Convergence rate (A)
Convergence point (B)

p1 = 0.02
DSA
DBA
3.75
3.16
2463.3
2425.3

p1 = 0.035
DSA
DBA
4.14
3.72
5021.8
5052.4

p1 = 0.055
DSA
DBA
4.17
4.69
8813.5
8853.2

Table 2 DSA and DBA profile fits for 100 variable DynDCOP problems of various densities.
t

5052.38 + 5553.01e− 3.7181 . Table 1 gives the fits from these experiments for DynDCSPs and
Table 2 gives the fits for DynDCOPs.
By combining Equations 19 and 22 with the First Law, we can determine the equilibrium
point E0 for a DynDCSP (i.e., where ∆ E = 0), using the equation
mp2 − E B − E
+
=0
m
A

(23)

which, when solved for E gives us
E0 =

Amp2 + mB
A+m

(24)

and for DynDCOPs, gives the similar expression
E0 =

Amhci i + mB
A+m

(25)

These equations allow us to predict the equilibrium point under the assumption that only
one constraint changes per unit time. If, as the definition for these dynamic problems allows,
more than one constraint changes at a time, or there are several time steps between changes,
the cooling/heating equations need to be altered as follows
rate∗t
m

(26)

− rate∗t
m

(27)

E = mp2 − be−
E = mhci i − be

This then leads to more general energy equilibrium equations, which become
E0 =
E0 =

mB
Amp2 + rate
m
A + rate

(28)

mB
Amhci i + rate
m
A + rate

(29)

To show that these findings match empirical results, we ran simulations of dynamic
constraint problems, with n = 100 variables, p1 = {0.02, 0.035, 0.055}, and either p2 = 0.33
(for DynDCSPs) or hci = 50 (for DynDCOPs). The problems were tested at various rates of
change, from 0 (static problems) to 20. As mentioned before, an equal number of constraints
were added and removed at each time step, so that for a problem designated rate 10, 5
constraints were removed and 5 added per step. We ran 50 tests of each configuration, with
1,000 time steps for each test, so that each data point in the measured graphs represents the
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(a)

(b)

(c)
Fig. 10 Measured and theoretical equilibrium of DSA and DBA for various DynDCSPs

(a)

(b)

(c)
Fig. 11 Measured and theoretical equilibrium of DSA and DBA for various DynDCOPs
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Density
DSA
DBA

0.02
1.81
2.60

0.035
2.43
1.42

19

0.055
3.15
1.57

Table 3 RMS Error for the DCSP predictions of the energy equilibrium
Density
DSA
DBA

0.02
135.8
433.8

0.035
205.5
131.9

0.055
325.4
156.3

Table 4 RMS Error for the DCOP predictions of the energy equilibrium

average of 50,000 separate measurements. The graphs in Fig.10 and Fig.11 show the results
of these experiments, alongside the theoretically predicted values from Equations 28 and 29.
As can be seen, the theoretical and empirical results are a very close match. Tables 3 and
4 provide the RMS error for each protocol at each density, which turns out to be very low,
further validating the results.

6.1 Equilibrium Stability
Although our mapping allows the average energy to be computed when both the environment
is changing and a protocol is operating to solve a problem, it is also important to understand
if the system operates in a stable manner. To show that the equilibrium energy is in fact a
stable value, we can use the contraction mapping theorem [35]. For the DynDCSP case, we
define a function G(E) which represents the change in energy over a single of a single step on
the problem solution. From Equations 19 and 22, we write this as G(E) = E + δ Q − δW =
2 −E
E + mpm
+ B−E
A . By Equation 23, we can already see that G(E0 ) = E0 .
Now assume some small deviation ∆ E occurs that moves the system to a new energy
level. We can compute the change in G(E) from E0 to E0 + ∆ E as ∆ G(E), which will be
∆ G(E0 , E0 + ∆ E) = |G(E0 + ∆ E) − G(E0 )|

(30)

By substitution and replacing G(E0 ) = E0 , the equation becomes
∆ G(E0 , E0 + ∆ E)
mp2 − (E0 + ∆ E) B − (E0 + ∆ E) mp2 − E0 B − E0
= ∆E +
+
−
−
m
A
m
A


1 1
= ∆E 1− −
m A

(31)

1
As long as m > 0 and A > 2−(1/m)
are both true (and they are, by definition), ∆ G(E0 , E0 +
∆ E) will always be less than ∆ E, and the system must contract back to the equilibrium value
E0 . For DynDCOPs, the proof is practically identical, with hci i standing in place of p2 . Since
the final expression is the same we do not reproduce it.
To empirically show that the equilibrium is stable, we reprocessed the data from our
previous empirical evaluation. This time, we computed histograms showing the number of
occurrences of each energy level while DSA was running on DynDCSPs of size n = 100,
p1 = 0.035, and p2 = 0.33, and DynDCOPs with n = 100, p1 = 0.035, and hci i = 50, both
changing at rate = 10. Fig. 12(a) and 12(b) show the results of this evaluation. From the
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(a)

(b)

Fig. 12 Equilibrium stability for DSA with n = 100, p1 = 0.035, p2 = 0.33, and rate = 10

(a)

(b)

(c)
Fig. 13 Standard deviation of equilibrium for DSA and DBA with n = 100, p2 = 0.33

graph it appears that, like the convergence tests from Section 4, the protocol converges on
its most likely state of E0 . To show that this also occurs for the other protocols Fig. 13 and
14 show the standard deviations for all of the test conditions we explored. As can be seen
in this figure, the solution qualities remain quite stable, despite the fact that problems begin
to change quite rapidly and, as Fig. 10 and Fig. 11 showed, the solution quality degrades.
These results certainly support the theoretical findings quite well.

7 Application: Distributed Sensor Network
To illustrate the significance of this work and to provide a clear example of the theory
in practice, we have applied it to a simulated distributed sensor network problem (DSN).
Loosely defined, a DSN is composed of a set of sensors that must coordinate with one another to accomplish a set of detection tasks. DSNs are a popular application of multi-agent
systems technology because the sensors are often distributed, have limited local computa-
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(b)

(c)
Fig. 14 Standard deviation of equilibrium for DSA and DBA with n = 100, hci i, and ci,max = 100

tional abilities, and must communicate in order to coordinate their activities. A survey of
the use of multi-agent systems for controlling a DSN can be found in the work of Vinyals et
al. [36].
For the sensor network in this work, the sensors are relatively simple and must work
together to triangulate targets that are moving in the environment. Each task– that is, each
target to track– is assigned a variable, for which a combination of three different sensors is
a possible value that can be applied to satisfy the task. Since in a large problem, one could
obviously not afford to consider all possible combinations of three sensors, we restrict the
consideration of sensors to the five closest tothe target. This means that in our formulation
the domain of each variable comprises the 53 sets of sensors nearest the target.
7.1 Problem Formulation
Formally, a static DSN, P = hV, A, D, Ci, will consist of the following:
– A set of n targets: V = {v1 , . . . , vn }.
– A set of g agents: A = {a1 , . . . , ag }.

– Discrete, finite domains for each variable: D = {D1 , . . . , Dn } were each Di is the 53
combinations of the 5 closest sensors.
– A set of m constraints C = {ci , . . . , cm }, where each ci (d j , dk ) is a function ci : Dj ×Dk →
{0, 1, 2, 3} representing the overlap in assignments between the sensor assignments of
two targets.
The task is to find an assignment S ∗ = {d1 , . . . , dn |di ∈ Di } that minimizes the sum of
the values of the constraints (i.e., overlap in assigned sensors, compared to other targets).
Each agent in the set A is assigned one or more targets, as well as the constraints associated
with assigning sensors to track its targets. The goal of each agent, from a local perspective,
is to ensure that it gets a minimally overlapping assignment.
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Fig. 15 Simple example of a DSN in a 10 × 10 environment with 2 targets and 8 sensors.

Like DCSPs, DSNs are parameterized based on the values of n and g, as well as the
number of sensors and the size of the environment. To simplify the analysis in this work, we
use 100 targets in a fixed-size environment of 1000 by 1000 units, and vary the number of
sensors. This has the impact of altering the sensor density and sensor-to-target ratio.
Fig. 15 shows a simple example of a 10 × 10 area with 8 sensors (S1 through S8) and 2
targets (T1 and T2). As can be seen in the figure, the closest sensors to T1 are S1, S2, S3,
S4, S5 and the closest to T2 are S1, S3, S6, S7, S8.

This means that in this example, the domain DT 1 has the following 53 elements: {S1,
S2, S3}, {S1, S2, S4}, {S1, S2, S5}, {S1, S3, S4},{S1, S3, S5}, {S1, S4, S5}, {S2, S3, S4},
{S2, S3, S5}, {S2, S4, S5}, and {S3, S4, S5}. In a similar manner the domain DT 2 contains:
{S1, S3, S6}, {S1, S3, S7}, {S1, S3, S8}, {S1, S6, S7}, {S1, S6, S8}, {S1, S7, S8}, {S3,
S6, S7}, {S3, S6, S8}, {S3, S7, S8}, and {S6, S7, S8}.
Because there is overlap in the domains for these two variables, a constraint exists between them. This constraint consists of 100 elements, where the value of each element represents the overlap in the sensors’ assignments. So, for instance, if T1 takes the assignment
{S1, S2, S3} and T2 takes the assignment {S1, S3, S6}, the constraint will have a cost of 2.
If T2 changes its assignment to {S6, S7, S8}, then the constraint will have a cost of 0.
Dynamics are introduced in the problem from the movement of the targets. As the targets move, the relative positions of the sensors change, causing some sensors to be added
and others removed from each candidate sensor list. This alters the domain, changing both
the contents of the individual constraints and the structure (number and neighbors) of the
constraint graph. At a large scale, however, the values of m, p1 , and p2 remain statistically
stable, while the rate of the problem is dictated by the target speed.
7.2 Developing the Model
As shown in Section 6, the equilibrium point of a dynamic system can be calculated when
δ Q = δW . Therefore, in order to create a predictive model, both δ Q and δW must be determined. Section 4 provided a methodology for analytically determining δ Q for DynDCOPs
based on the current energy of the system, E, the number of constraints, m, and the average
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cost of each constraint, hci (see Equation 11). However, in the DSN domain, the number
of constraints changes as the targets move through the environment. In addition, the δ Q
equation given in Section 4 is based on a rate that is defined in Equation 2 as the number of
constraints that are added and removed per unit time. For the DSN domain, we parameterize
the dynamics based on the speed of the targets.
Taking these factors into account, we must alter Equation 11 to the following:
δ Q = hrate(speed)i ∗

hmihci i − E
hmi

(32)

To compute the values needed for this equation, we developed a simulation of the sensor
network domain in Java. Each simulation is parameterized by specifying the number of
sensors and the speed of the targets. The simulator then runs a number of scenarios to collect
statistics. A scenario starts by placing each of the targets and sensors at random locations in
the environment. The simulator then computes the domains of the targets and the constraints
between them. Targets are then assigned a random direction vector {deltaX, deltaY } whose
norm is the specified speed. As the scenario unfolds, the targets are moved according to their
individual direction vectors. When a target hits the edge of the environment, it reverses its
direction. For example, if a target hit the left or right bound on the environment, it changes
deltaX to −deltaX. At each time step, the simulator is responsible for determining the 5
closest sensors for each target, rebuilding the domains and constraints, and computing the
total energy of the system based on the targets’ current sensor assignment.
During the first set of experiments, we instrumented the simulator to measure the average number of constraints, hmi, the average constraint cost, hci, and the rate of change
to the constraints. We conducted experiments with three different values for the number of
sensors {300, 400, 500} and four different speeds{1, 2, 4, 8}. For each combination of these
two parameters, we constructed 2,000 random scenarios, and ran each for 500 time steps.

Sensors
Speed 1
Speed 2
Speed 4
Speed 8

Avg Num Constraints
300
400
500
209.1
157.5
126.2
208.8
157.5
126.4
209.0
157.4
126.3
208.9
157.4
126.3

Avg Constraint Cost
300
400
500
0.765
0.761
0.757
0.765
0.761
0.758
0.766
0.761
0.757
0.766
0.761
0.757

Avg Constraint Change
300
400
500
4.82
4.27
3.87
9.43
8.33
7.51
18.09
15.89
14.30
33.67
29.26
26.12

Table 5 Estimated environmental parameters

The results of these experiments are shown in Table 5. As the results show, when there
are fewer sensors in the environment, there are more constraints. For instance with 300
sensors in the the environment, there are about 209 constraints on average. However, if we
have 500 sensors that number drops to just 126 constraints. The constraints themselves are
fairly consistent across the different sensor densities with an average cost of about about
0.76. Using these values, we can apply Equation 5 to produce predicted convergence points
for environments with 300, 400, and 500 sensors, of 160, 120, and 96 respectively. The
nature of the rate function is also fairly apparent. At a speed of 1, the rate of change of the
constraints for environments with 300 sensors is 4.27 constraints per time step. As the table
shows, when the speed of the target doubles, rate of change for the constraints approximately
doubles as well.
To verify the accuracy of these predictions, we ran another set of simulator experiments
similar to the tests conducted in Section 4. In these experiments, we set up an initial problem
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Fig. 16 Measured convergence points for DSN problems with 300, 400, and 500 sensors.

(a)

(b)

(c)
Fig. 17 Measured versus predicted convergence rates for DSN problems with 300, 400, and 500 sensors.

instance, then used a hill-climber to create an approximate solution (minimizing cost) and
anti-solution (maximizing cost) to the problem. The scenario was then allowed to run for
5,000 time steps as the targets moved through the environment. At each step, the current
cost and change in cost from the previous time step were measured. We conducted 10,000
experiments for each combination of sensor quantity and speed, as in the previous experiment.
The convergence point results are shown in Fig. 16. As the figure shows, our predictions
accurately estimated the state that the system was mostly likely to converge upon. When
looking at the rate of convergence, Fig. 17 shows that Equation 32 (shown as Fit) is able to
accurately model the behavior of the environment as well.
To determine the function for δW , we followed the general procedure that was outlined
in Section 6. First, we migrated our DSN simulation to the FarmX multi-agent systems simulator. We then ran tests of both DSA and DBA on 50 random, static instances of problems
with 300, 400, and 500 sensors. The simulations were allowed to run for 250 time steps in
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(b)

(c)
Fig. 18 Measured versus predicted convergence rates for DSN problems with 300, 400, and 500 sensors.

order to allow both protocols to converge on a solution. We then averaged the results of each
group of 50 tests to create an average profile for each protocol running on each problem size.
These profiles can be seen in Fig. 17. The data from these profiles was then fit to Equation
21, our cooling equation, using Mathematica [34]. The resulting values for convergence rate
(A) and convergence point (B) are given in Table 6.

Convergence rate (A)
Convergence point (B)

300 Sensors
DSA
DBA
2.03
2.05
82.48
82.94

400 Sensors
DSA
DBA
2.10
1.59
52.16
51.54

500 Sensors
DSA
DBA
2.07
1.36
35.68
34.40

Table 6 DSA and DBA profile fits for DSN problems with various number of sensors.

7.3 Results and Discussion
With fits for both the functions δ Q and δW in hand, the next step was to validate whether the
resulting predicted equilibrium values would match experimental results. We again turned to
the FarmX simulator, and ran another series of experiments for DSA and DBA, varying both
the number of sensors {300, 400, 500} and the speed of the targets speed = {1, 2, 4, 6, 8, 10,
12, 14}. For each combination of values, we ran 50 scenarios and ran each scenario for 1,000
time steps. We then calculated the equilibrium point for each protocol and combination of
number of sensors and speed using the last 900 data points from the test run (the first 100
steps were removed to allow the protocols to reach an equilibrium). The results of these
experiments along with the predicted values can be see in the graphs of Fig. 19.
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(a)

(b)

(c)
Fig. 19 Measured versus predicted equilibrium for DSA and DBA on DSN problems with 300, 400, and 500
sensors.

The results of this experiment are quite interesting. The first thing to note is that across
all of the settings, the predictions over-estimate the ability of the protocols to operate in a
dynamic environment. For DSA, the effect is not as profound as its estimate still approximates the true behavior fairly well. For DBA, however, the prediction deviates considerably.
To begin investigating the cause of this disparity, we first plotted the error as it relates to the
target speed (see Fig. 20). As the graph shows, the error is related to the speed of the target,
but not to the number of sensors. In addition, it shows that the error reaches a asymptote
once the target speed reaches 8.
Although it is mostly speculation, we believe that this error occurs because DBA’s reactivity is limited by its ability to use up-to-date information. Recall that DBA has two
phases, wait ok and wait improve. During wait ok, the agents receive ok? messages from
their neighbors, then compute their improve value and send improve messages. During
wait improve, they receive improve messages, may change their variables values, and then
send ok? messages. Now imagine that immediately after calculating its improve value that
an agent has a constraint removed that it could have repaired. This out-of-date improve value
is then sent to all of the agent’s neighbors, who may not change their own variables’ values
because they believe the other agent could yield better results. The same issue occurs if the
internal structure of a constraint changes or a new constraint is added. It takes two steps for
the agents to take the change into consideration.
Our current profiling mechanism does not take this factor into account because it uses
static instances (where the world doesn’t change) to evaluate the computational performance
of a protocol. Because the problems are static, multi-step protocols never have out-of-date
information. However, once the problem starts to change, multi-step protocols, like DBA,
are not only impacted by the changes in the environment, they are also impacted by using
stale information. The impact of stale information is much more apparent in the DSN domain
because the constraints change much more quickly. In fact, when we re-ran our tests to
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Fig. 20 DBA prediction error DSN problems with 300, 400, and 500 sensors.

measure the rate of change of the constraints, taking into account changes in structure along
with adds and removes, we found that for 300-sensor problems with a speed of 8, 128 out of
the 209 constraints were changed per time step. Compare that to the highest rate of change
measured for DynDCSPs and DynDCOPs, where 20 out of 99 constraints were changed for
p1 = 0.02 problems.
Although this may appear to be a flaw in the model, it represents, in fact, a great opportunity to separate the effects of information delay from computational performance. This is
certainly an area that has a great deal of potential for addressing the question of when a distributed protocol outperforms a centralized algorithm. We view this as an intriguing future
direction for this work.

8 Conclusions
The dynamic, distributed constraint satisfaction problem occurs in many real-world settings.
However, little work has been done on this important problem because the protocols are
difficult to develop and analyze. In this paper, we presented a new method for approaching
this complex task by mapping the DynDCSP and DynDCOP onto physical systems, and
showing that they obey the three laws of thermodynamics. As a result, we were able to show
that you can characterize dynamic constraint problems based on their expected convergence
point and rate of convergence. You can also measure the performance of protocols based
on the amount of work per unit time they perform. Combining these two results together
yields, for the first time ever, a way to predict the performance of a protocol operating
in a dynamic environment under previously untested conditions. Additionally, this work
shows that dynamic protocols form stable equilibria with their environment even as the
environment changes very rapidly.
Finally, we made use of these advances to predict the performance of the DSA and DBA
protocols operating in a distributed sensor network. Not only did this evaluation lend further
support for the mapping, it has led to a tantalizing new discovery about the impact that
information delay has on distributed problem solving. We strongly believe that this insight
may open up new pathways for characterizing and predicting protocols performance.
It should be clear that the findings in the work are very powerful and the impact extends outside of the distributed problem solving research discipline. Since the DynDCSP
and DynDCOP are both NP-hard problems, these results can also be mapped to any other
NP problem to help predict the behavior of solution algorithms. However, additional work
must be done to cover other real world situations. For example, the theory should be ex-
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Meaning
A static constraint problem
Number of variables
Problem variables v1 , · · · , vn
Number of agents
Problem agents a1 , · · · , ag
Domain of each variable D1 , · · · , Dn
Number of constraints
Constraints of the problem c1 , · · · , cm
Number of variables for constraint ci
Cost function for constraint ci
A set of variable assignments
Problem density
Problem tightness
Expected constraint cost
Maximum constraint cost
A dynamic subproblem, at time i
Set of added constraints for time step i
Set of removed constraints for time step i
Mapping function that connects subsequent Pi ’s
Rate of constraint change in a dynamic sequence
Problem energy
Hamiltonian, equal to E
Number of configurations S with energy E
System entropy, proportional to the log of Ω
Prior probability of the system being in state s
From Boltzmann’s H-theorem— S ∝ −H
Expected energy for untouched systems
Thermodynamic temperature
Beta factor, a measure of thermodynamic temperature— β ∝
Heat applied to system
Work done on or by system
Energy gained due to heat absorption in dynamic systems
Energy lost due to work done in dynamic systems
Equilibrium energy of a dynamic system
Convergence rate of a dynamic system
Convergence point of a dynamic system
Scaling factor of cooling equation
Contraction mapping for equilibrium stability
Movement rate of targets in the DSN domain

1
T

Table 7 Variable reference table

panded to cover the addition and removal of domain elements, changes to the density of the
problem, or alterations to the tightness of the constraints. We are also planning to expand the
scope and depth of our analysis and empirical evaluations to include additional algorithms,
a larger range of problems, and a greater number of samples.
Finally, it is our firm belief that this theory along with the supporting evidence will open
the door to discovering new protocols that are tailored to operate in dynamic environments.
This is particularly important because, we believe, distributed solutions are likely to produce better overall solution quality than centralized approaches in environments that change
rapidly and have substantial communication delay.
Acknowledgments
We are deeply appreciative of the help of the National Science Foundation and the Air Force
Research Laboratory for funding our work on this research.

Dynamic, Distributed Constraint Solving and Thermodynamic Theory

29

This material is based on research sponsored by the Air Force Research Laboratory,
under agreement number FA8750-13-1-0124 and the National Science Foundation under
Grant No. IIS-1350671. The U.S. Government is authorized to reproduce and distribute
reprints for Governmental purposes notwithstanding any copyright notation thereon. The
views and conclusions contained herein are those of the authors and should not be interpreted
as necessarily representing the official policies or endorsements, either expressed or implied,
of the Air Force Research Laboratory or the U.S. Government.

References
1. R. Mailler and H. Zheng, “A new analysis method for dynamic, distributed constraint satisfaction,” in
Proceedings of the 2014 International Joint Conference on Autonomous Agents and MultiAgent Systems
(AAMAS), 2014, pp. 901–908.
2. R. Mailler, “Comparing two approaches to dynamic, distributed constraint satisfaction,” in Proceedings
of the Fourth International Joint Conference on Autonomous Agents and MultiAgent Systems (AAMAS),
2005, pp. 1049–1056.
3. M. Yokoo, E. H. Durfee, T. Ishida, and K. Kuwabara, “Distributed constraint satisfaction for formalizing
distributed problem solving,” in International Conference on Distributed Computing Systems, 1992, pp.
614–621.
4. F. Bacchus and P. van Beek, “On the conversion between non-binary constraint satisfaction problems,”
Proceedings of the 15th Nat’l/10th Conf. on Artificial Intelligence/Innovative Applications of Artificial
Intelligence, pp. 311–318, 1998.
5. M. Yokoo and K. Hirayama, “Distributed breakout algorithm for solving distributed constraint satisfaction problems.” in Proceedings of the 2nd Int’l Conf. on Multiagent Systems, 1996, pp. 401–408.
6. W. Zhang, G. Wang, Z. Xing, and L. Wittenburg, “Chapter 13: A comparative study of distributed constraint algorithms,” Distributed Sensor Networks: A Multiagent Perspective, 2003.
7. R. Mailler and V. Lesser, “Asynchronous Partial Overlay: A new algorithm for solving distributed constraint satisfaction problems,” Journal of Artificial Intelligence Research, vol. 25, pp. 529–576, 2006.
8. ——, “Solving distributed constraint optimization problems using cooperative mediation,” in Proceeding
of AAMAS-2004, 2004, pp. 438–445.
9. S. E. Conry, K. Kuwabara, V. R. Lesser, and R. A. Meyer, “Multistage negotiation for distributed constraint satisfaction,” IEEE Transactions on Systems, Man, and Cybernetics, vol. 21, no. 6, Nov. 1991.
10. K. Sycara, S. Roth, N. Sadeh, and M. Fox, “Distributed constrained heuristic search,” IEEE Transactions
on Systems, Man, and Cybernetics, vol. 21, no. 6, pp. 1446–1461, November/December 1991.
11. O. Sapena, E. Onaindia, A. Garrido, and M. Arangu, “A distributed {CSP} approach for collaborative
planning systems,” Engineering Applications of Artificial Intelligence, vol. 21, no. 5, pp. 698 – 709,
2008.
12. R. Dechter and A. Dechter, “Belief maintenance in dynamic constraint networks,” in Proceedings of the
6th National Conference on Artificial Intelligence (AAAI-88), 1988, pp. 37–42.
13. G. Verfaille and N. Jussien, “Constraint solving in uncertain and dynamic environments: A survey,”
Constraints, vol. 10, no. 3, pp. 253–281, 2005.
14. P. J. Modi, H. Jung, M. Tambe, W.-M. Shen, and S. Kulkarni, “Dynamic distributed resource allocation:
A distributed constraint satisfaction approach,” in Pre-proceedings of the Eighth International Workshop
on Agent Theories, Architectures, and Languages (ATAL-2001), J.-J. Meyer and M. Tambe, Eds., 2001,
pp. 181–193.
15. S. Fitzpatrick and L. Meertens, Distributed Sensor Networks: A Multiagent Perspective. Kluwer Academic Publishers, 2003, ch. Distributed Coordination Through Anarchic Optimization, pp. 257–294.
16. K. Mertens, T. Holvoet, and Y. Berbers, “The dyncoaa algorithm for dynamic constraint optimization
problems,” in Proceedings of the Fifth International Joint Conference on Autonomous Agents and MultiAgent Systems (AAMAS), 2006.
17. A. Petcu and B. Faltings, “Superstabilizing, fault-containing distributed combinatorial optimization,” in
Proceedings of the 20th National Conference on Artificial Intelligence - Volume 1, ser. AAAI’05. AAAI
Press, 2005, pp. 449–454. [Online]. Available: http://dl.acm.org/citation.cfm?id=1619332.1619405
18. R. N. Lass, E. A. Sultanik, and W. C. Regli, “Dynamic distributed constraint reasoning,” in Proceedings
of the 23rd National Conference on Artificial Intelligence - Volume 3, ser. AAAI’08. AAAI Press,
2008, pp. 1466–1469. [Online]. Available: http://dl.acm.org/citation.cfm?id=1620270.1620308

30

Roger Mailler et al.

19. R. Zivan, H. Yedidsion, S. Okamoto, R. Glinton, and K. Sycara, “Distributed constraint optimization
for teams of mobile sensing agents,” Autonomous Agents and Multi-Agent Systems, vol. 29, no. 3, pp.
495–536, 2015. [Online]. Available: http://dx.doi.org/10.1007/s10458-014-9255-3
20. K. D. Hoang, F. Fioretto, P. Hou, M. Yokoo, W. Yeoh, and R. Zivan, “Proactive dynamic
distributed constraint optimization,” in Proceedings of the 2016 International Conference on
Autonomous Agents &#38; Multiagent Systems, ser. AAMAS ’16. Richland, SC: International
Foundation for Autonomous Agents and Multiagent Systems, 2016, pp. 597–605. [Online]. Available:
http://dl.acm.org/citation.cfm?id=2936924.2937013
21. M.-C. Silaghi and B. V. Faltings, “Self reordering for security in generalized english auctions (gea),” in
Proceedings of the First International Joint Conference on Autonomous Agents and Multiagent Systems:
Part 1, ser. AAMAS ’02. New York, NY, USA: ACM, 2002, pp. 459–460. [Online]. Available:
http://doi.acm.org/10.1145/544741.544848
22. ——, “Openness in asynchronous constraint satisfaction algorithms,” in The Third International Workshop on Distributed Constraint Reasoning, 2002, pp. 156–166.
23. S. Kirkpatrick, C. D. Gelatt, and M. P. Vecchi, “Optimization by simulated annealing,” Science, vol. 220,
no. 4598, pp. 671–680, 1983.
24. N. Metropolis, A. Rosenbluth, M. Rosenbluth, A. Teher, and E. Teher, “Equations of state calculations
by fast computing machines,” Journal of Chemical Physics, vol. 21, pp. 1087–1092, 1953.
25. M. Mezard and G. Parisi, “Replicas and optimization,” Journal of Physics Letters, vol. 46, 1985.
26. ——, “A replica analysis of the traveling salesman problem,” Journal of Physics, vol. 47, 1986.
27. R. Monasson and R. Zecchina, “Entropy of k-satisfiability problems,” Physical Review Letters, vol. 76,
pp. 3881–3885, 1996.
28. ——, “The statistical mechanics of the random k-satisfiability model,” Physical Review E, vol. 56, pp.
1357–1370, 1997.
29. R. Monasson, R. Zecchina, S. Kirkpatrick, B. Selman, and L. Troyansky, “Determining computational
complexity from characteristic ’phase transitions’,” Nature, vol. 400, pp. 133–137, 1999.
30. P. Prosser, “Hybrid algorithms for the constraint satisfaction problem,” Computational Intelligence,
vol. 9, no. 3, pp. 269–299, 1993.
31. L. Zdeborova and F. Krzakala, “Phase transitions in the coloring of random graphs,” Physical Review E,
vol. 76, 2007.
32. R. Fitzpatrick, Thermodynamics and Statistical Mechanics: An intermediate level course. Lulu Enterprises, Inc., 2006.
33. C. Caiado and P. Rathie, “Polynomial coefficients and distribution of the sum of discrete uniform
variables.” in Eighth Annual Conference of the Society of Special Functions and their Applications,
A. M. Mathai, M. A. Pathan, K. K. Jose, and J. Jacob, Eds. Society for Special Functions & their
Applications, January 2007. [Online]. Available: http://dro.dur.ac.uk/9039/
34. I. Wolfram Research, “Mathematica version 8.0,” 2010.
35. A. Granas and J. Dugundji, Fixed Point Theory. New York: Springer-Verlag, 2003.
36. M. Vinyals, J. A. Rodriguez-Aguilar, and J. Cerquides, “A survey on sensor networks from a multiagent
perspective,” The Computer Journal, vol. 54, no. 3, p. 455, 2011.

